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ABSTRACT

In stealth games, AI-controlled opponents are the main sys-
tem component the player interacts with, and their coordina-
tion directly affects interaction outcomes such as challenge
level, engagement pacing, and perceived threat persistence.
Despite this central role, the individual effect of each coordi-
nation mechanism is rarely measured in isolation. This paper
presents a controlled experimental study of a multi-agent
coordination subsystem in a 3D stealth game. A central coor-
dinator distributes global alerts, assigns utility-based tactical
roles, computes arc-based flanking positions, and dispatches
circular search patterns upon contact loss. Four ablation ex-
periments isolate one mechanism each: coordinated flanking
versus independent pursuit, scalability with respect to agent
count, global versus local alert propagation, and circular ver-
sus convergent investigation. Quantitative metrics—capture
rate, time to capture, team convergence time, re-detection
rate, and per-frame computational cost - serve as proxies for
interaction quality, covering challenge, pacing, system coher-
ence, and threat persistence. Results show that coordinated
flanking raises the capture rate from 50% to 80%, global
alert propagation halves the convergence time, and circular
investigation doubles the re-detection rate. The evaluation
protocol and findings provide practical design guidelines for
AI coordination in stealth games.
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INTRODUCTION

In stealth games, the player’s objective is to avoid detection
by AI-controlled opponents while navigating toward a goal.
The AI opponent system is the main interface between the
player and the game: every player decision—route selection,
movement timing, use of cover—is made in response to the
perceived behavior of the guard agents. As a result, how these
agents coordinate directly shapes key aspects of the interac-
tion experience, including challenge level [14], engagement
pacing [2], and the perceived intelligence of the opposing
system [18].
Multi-agent coordination transforms a set of independently
reactive agents into a system with coherent group behav-
ior [9, 19]. In game development practice, coordination has
been implemented through squad tactics and spatial position-
ing [17], influence maps [15], and hierarchical AI architec-
tures [13]. While these approaches have shown qualitative im-
provements in opponent credibility, the quantitative effect of

each coordination mechanism on measurable interaction out-
comes has received little attention. In particular, it is unclear
how much alert propagation, tactical flanking, or distributed
investigation individually affect challenge level, engagement
pacing, and system coherence.
This paper presents a controlled experimental evaluation
of four coordination mechanisms implemented in a 3D
stealth game developed in Unity 6. A central coordinator
(SquadManager) implements: (i) instantaneous global
alert propagation, (ii) utility-based role assignment, (iii) arc-
based flanking geometry, and (iv) a circular investigation
protocol. Four ablation experiments isolate each mechanism
by comparing the full system against a variant in which one
mechanism is replaced by a simpler baseline.
The contributions of this work are:

(1) A formalization of four coordination mechanisms
(alert propagation, role assignment, flanking geome-
try, investigation protocol) within a unified model.

(2) A reproducible evaluation protocol comprising four
controlled experiments, each formulated as a falsifi-
able hypothesis with clearly delimited independent
and dependent variables.

(3) Quantitative evidence of the individual contribution
of each mechanism to interaction-relevant metrics,
providing empirically grounded design guidelines for
AI coordination in stealth games.

The remainder of this paper is structured as follows. Sec-
tion surveys related work in multi-agent coordination and
user–system interaction in games. Section formalizes the co-
ordination model and its implementation. Section presents the
four experiments and analyzes the results. Section discusses
limitations. Section summarizes the findings and derives
design implications.

RELATED WORK

Multi-Agent Coordination in Games

Coordination among autonomous agents is covered in the
multi-agent systems literature [19], with coordination and
cooperation mechanisms surveyed by Stone and Veloso [12].
Reynolds [9] demonstrated that simple local rules can gener-
ate coherent group behavior (flocking), and his subsequent
work on steering behaviors [10] established the standard ap-
proach for autonomous character movement in games. Van
der Sterren [17] showed that flanking and assault maneuvers
can emerge from the coordination of individual agents. The
hierarchical bot architecture in Killzone 3 [13] combines in-
dividual behaviors with team-level objectives and runtime
spatial data.
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AI for Stealth Games and Perception

The GOAP-based agent architecture in F.E.A.R. [8] is a refer-
ence implementation for credible adversary behavior, includ-
ing coordinated response to detection. Leonard [6] formalized
the sensory system design for stealth games—field of view,
line of sight, and sound propagation—in the context of Thief:
The Dark Project. Decision architectures for game agents,
including finite state machines (FSMs) and behavior trees,
are surveyed by Millington and Funge [7], with FSM-based
approaches popularized by Isla in Halo 2 [5] and behavior
tree design systematized by Champandard and Dunstan [1].
Efficient pathfinding via 𝐴∗ [3] over navigation meshes [11]
underpins the spatial coordination evaluated in this paper.

User–System Interaction in Games

From a user–system interaction perspective, AI opponent
behavior is a core part of the interaction loop in adversarial
games. Sweetser and Wyeth [14] proposed the GameFlow
model, identifying challenge as a primary factor in player
enjoyment; in stealth games, the level of challenge is directly
governed by the coordination capability of the opposing AI
system. Csikszentmihalyi’s flow theory [2] states that optimal
experience occurs when challenge matches player skill—a
balance that AI coordination mechanisms affect by changing
effective opponent capability. Yannakakis and Togelius [20]
formalized experience-driven approaches to game content
generation, showing that measurable game parameters can
serve as proxies for player experience. Warpefelt et al. [18]
showed that inconsistencies in NPC behavior measurably
affect player perception of believability, confirming that user–
system interaction is sensitive to AI behavior quality. Hunicke
and Chapman [4] examined dynamic difficulty adjustment
through AI parameter tuning, a problem closely related to the
coordination parameter space evaluated in this work.

Positioning

The works cited above present coordination mechanisms pre-
dominantly in qualitative terms or within comprehensive AI
architectures. This paper differs by experimentally isolat-
ing the contribution of individual coordination mechanisms
through controlled ablation experiments with quantitative met-
rics that serve as proxies for interaction quality dimensions.

SYSTEM DESIGN
Coordination Model

The coordination subsystem operates under a central coordi-
nator (blackboard pattern) that emulates a distributed com-
munication protocol. Let 𝐴 = {𝑎0, 𝑎1, . . . , 𝑎𝑁−1} denote the
set of 𝑁 guard agents and let 𝛿𝑖 ∈ {0, 1} denote the detection
indicator of agent 𝑎𝑖 (visual or auditory). The global alert
condition is:

ALERT ⇐⇒ ∃ 𝑖 : 𝛿𝑖 = 1. (1)

Upon satisfaction of condition (1), all agents transition si-
multaneously into the tactical engagement state, regardless of
individual detection status. This design hypothesis is tested
in experiment E3 (Section ).

Utility-based role assignment. Tactical role differentiation is
achieved through a utility score based on inverse proximity to
the intruder. For agent 𝑎𝑖 at distance 𝑑 (𝑎𝑖 , 𝑝) from the player

𝑝:

𝑈𝑖 = 1 −min
(
1,

𝑑 (𝑎𝑖 , 𝑝)
𝑑max

)
, (2)

where 𝑑max is the maximum influence radius. A score𝑈𝑖 → 1
assigns the interceptor role (frontal pressure);𝑈𝑖 → 0 assigns
the support role (flanking maneuver).

Arc-based flanking geometry. To encircle the intruder and
restrict escape routes, the coordinator distributes agents across
slots arranged on an arc of aperture 𝜃arc behind the player’s
movement direction. Let ®𝑣𝑝 denote the player’s heading and
𝑅eng the engagement radius. The angle and slot position for
agent 𝑎𝑖 are:

𝛼𝑖 = −
𝜃arc

2
+ 𝜃arc

𝑁 − 1
𝑖, 𝑖 = 0, . . . , 𝑁−1, (3)

𝑆𝑖 = 𝑝 + Rot𝑦 (𝛼𝑖 ) ·
(
−®𝑣𝑝 · 𝑅eng

)
, (4)

where Rot𝑦 (·) denotes rotation about the vertical axis. The
term −®𝑣𝑝 positions the slots behind the player, blocking the
retreat direction (Figure 1).

𝑝

®𝑣𝑝

𝑎0 𝑎𝑁−1

𝑅eng𝜃arc

Figure 1: Flanking geometry. Agents are distributed across an
arc of aperture 𝜃arc behind the player heading ®𝑣𝑝 at engagement

radius 𝑅eng (Equations (3)–(4)).

Circular investigation protocol. When all agents lose sensory
contact for a duration 𝑇lose, the team transitions to an inves-
tigation state. Each agent receives a distinct search position
distributed equidistantly on a circle centered at the last known
position 𝑝last:

𝐼𝑖 = 𝑝last + Rot𝑦
(

360◦

𝑁
𝑖

)
· 𝑧 · 𝑅search, (5)

where 𝑅search is the search radius. The 360◦/𝑁 distribution
ensures equidistant perimeter coverage, as opposed to the con-
vergent strategy (all agents to 𝑝last) evaluated in experiment
E4 (Section ).

Coordination loop. Algorithm 1 summarizes the per-frame
coordination loop executed by the central coordinator.

Implementation
The system is implemented in Unity 6 (6000.0.4.3f1) with
Universal Render Pipeline (URP). Agent navigation uses the
NavMeshAgent component [16], which integrates the 𝐴∗

algorithm [3] over a navigation mesh [11]. The pathfinding
cost function is 𝑓 (𝑛) = 𝑔(𝑛)+ℎ(𝑛), where 𝑔(𝑛) is the accumu-
lated cost and ℎ(𝑛) the heuristic estimate to the destination.
Coordination is centralized in the SquadManager class,
implemented as a runtime singleton instantiated by the first
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Algorithm 1 Coordination loop — SquadManager

Require: 𝐴 = {𝑎0, . . . , 𝑎𝑁−1}, 𝑝, ®𝑣𝑝 , 𝑅eng, 𝜃arc, 𝑇lose
1: on first detection: ∀𝑎𝑖 : 𝑎𝑖 → TacticalGroup ⊲ Eq. (1)
2: per frame (if team is alerted):
3: anyDetects← ∃ 𝑖 : 𝛿𝑖 = 1
4: if anyDetects then
5: 𝑝last ← 𝑝; timer← 0
6: else
7: timer← timer + Δ𝑡
8: if timer ≥ 𝑇lose then
9: STARTINVESTIGATE; return ⊲ Eq. (5)

10: end if
11: end if
12: for 𝑖 = 0 to 𝑁 − 1 do
13: 𝛼𝑖 ← −𝜃arc/2 + 𝜃arc/(𝑁−1) · 𝑖
14: 𝑆𝑖 ← 𝑝 + Rot𝑦 (𝛼𝑖 ) · (−®𝑣𝑝 · 𝑅eng) ⊲ Eq. (4)
15: 𝑎𝑖 .SETTACTICALDESTINATION(𝑆𝑖 )
16: end for

registered agent. The coordinator maintains the active agent
list and exposes TriggerGlobalAlert(), which transi-
tions the entire team synchronously (Equation (1)). Per frame,
the loop in Algorithm 1 recomputes flanking slots and man-
ages the transition to investigation. Tactical movement is dele-
gated to the TacticalEnemy component, which performs
smooth orientation toward the player (strafe movement).
Individual agent decisions are modeled by a three-state fi-
nite state machine (Patrol, TacticalGroup, Investigate), im-
plemented in EnemyBrain. Perception (three-stage visual
field of view and omnidirectional hearing) is processed in a
coroutine at 5 Hz (Δ𝑡𝑠 = 0.2 s), reducing the computational
cost from 𝑂 (𝑓fps) to 𝑂 (5) calls per second.

Experimental Framework
For the ablation experiments in E1, E3, and E4, the architec-
ture was extended with configuration switches that selectively
disable one mechanism while preserving the rest of the sys-
tem:

• Independent pursuit (E1): flanking slots (4) are re-
placed by a common destination 𝑝last for all agents.
• Local alert (E3): transition (1) is restricted to the

detecting agent; others react only upon individual
detection.
• Convergent investigation (E4): Equation (5) is re-

placed by 𝐼𝑖 = 𝑝last for all agents.
Metric recording is performed through fixed-interval logging
by the navigation monitoring component, which reports Eu-
clidean distance, NavMesh path distance, and path status.

EXPERIMENTAL EVALUATION
Common Configuration
Participant. The evaluation employs a single-subject repeated-
measures design: one participant (the first author) controls
the intruder across all trials. This limitation is discussed in
Section .

System. The hardware and software configuration is summa-
rized in Table 1.

Parameters. Unless stated otherwise, the difficulty level is
fixed at 𝑡 = 0.5, which determines the parameters in Table 2
through linear interpolation. The detection death threshold

Table 1: Evaluation system configuration

Component Specification

Engine Unity 6 (6000.0.4.3f1), URP
OS Windows 11
CPU Intel Core i5-8400 (2.80 GHz)
GPU NVIDIA GeForce GTX 1060 (6 GB)
RAM 8 GB DDR4
Physics dt 0.02 s
Sensor rate 5 Hz
Map ∼35 × 25 m, static obstacles

is 𝑇death = 5 s, the engagement radius 𝑅eng = 5 m, the arc
aperture 𝜃arc = 140◦, and the search radius 𝑅search = 3 m.

Table 2: Parameters derived from difficulty level (𝑡 = 0.5)

Parameter Value (𝑡 = 0.5)

Patrol speed 2.5 m/s
Alert speed 5.25 m/s
Investigation speed 3.25 m/s
Visual range 15 m
FOV angle 95◦
Hearing radius 4.5 m
Loss timeout (𝑇lose) 5.5 s

Metrics. The evaluation employs the following metrics, ap-
plicable across experiments. Each metric is associated with
the interaction quality dimension it quantifies:

• Capture rate 𝑟𝑐 : percentage of trials in which the
player is continuously detected for 𝑇death, triggering
game over. Serves as a proxy for challenge level.
• Time to capture (TTC): duration from first global

alert to capture. Serves as a proxy for engagement
pacing.
• Convergence time 𝑡conv: duration from first detec-

tion until all agents reach 𝑅eng. Quantifies perceived
system coherence.
• Encirclement 𝑑min: minimum agent–player distance

averaged over the trial trajectory.
• Re-detection rate 𝑟𝑑 : percentage of trials in which an

agent re-acquires the intruder during the investigation
window. Quantifies threat persistence.
• Computational cost 𝑐: mean per-frame processing

time for the coordination and perception subsystem
(ms).

Statistical procedure. Each condition is evaluated over 𝑛 = 20
independent trials. Proportion differences (rates) are assessed
using the 𝜒2 test with one degree of freedom; mean differ-
ences (times) are assessed using the Welch 𝑡-test. The signifi-
cance threshold is 𝛼 = 0.05.

E1: Coordinated Flanking vs. Independent Pursuit
Hypothesis. 𝐻1: coordinated flanking (Equation (4)) increases
the capture rate and reduces the time to capture compared to
independent pursuit, in which all agents move directly toward
the last known position. This hypothesis tests whether spatial
coordination measurably increases the challenge level for the
player.
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Design. The player starts from a fixed position and attempts
to reach a designated goal area. Upon detection, a team of
𝑁 = 4 agents either executes arc-based flanking or pursues
independently. A trial ends upon capture (game over) or suc-
cessful evasion (win).

Variables. Independent: coordination mode is 𝐹𝑙𝑎𝑛𝑘𝑖𝑛𝑔, and
𝐼𝑛𝑑𝑒𝑝𝑒𝑛𝑑𝑒𝑛𝑡 . Dependent: capture rate 𝑟𝑐 and TTC.

Results. Table 3 and Figure 2 present the results. Coordinated
flanking raised the capture rate from 50% to 80% (𝜒2 (1) =
3.96, 𝑝 = 0.047) and reduced TTC from 13.8 s to 9.2 s (𝑡 ≈ 4.5,
𝑝 < 0.001).

Table 3: E1 — Flanking vs. independent pursuit (𝑁 = 4, 𝑛 = 20)

Metric Flanking Independent

Capture rate 𝑟𝑐 80% 50%
TTC (mean ± SD) 9.2 ± 2.4 s 13.8 ± 3.9 s
Evasion rate 20% 50%
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Figure 2: E1: capture rate by coordination mode. Coordinated
flanking yields a statistically significant increase in challenge

level (𝑝 = 0.047).

Interpretation. Hypothesis 𝐻1 is supported. By blocking re-
treat routes through spatial distribution, coordinated flanking
increases both the challenge level (higher capture rate) and
the engagement pacing (shorter time to capture). This shows
that spatial coordination is the main factor determining the
challenge level for the player.

E2: Scalability with Agent Count
Hypothesis. 𝐻2: the capture rate increases monotonically with
agent count 𝑁 , with diminishing returns, while computational
cost increases approximately linearly.

Design. The E1 scenario (flanking mode) is repeated for 𝑁 ∈
{1, 2, 3, 4, 6}.
Variables. Independent: 𝑁 . Dependent: 𝑟𝑐 , TTC, encirclement
𝑑min, and per-frame cost 𝑐.

Results. Table 4 and Figure 3 show a monotonic increase in
capture rate (20% → 90%) with diminishing marginal gains
(+25,+20,+15,+10 percentage points). The per-frame cost
follows an approximately linear relationship, 𝑐 ≈ 3.45 +
0.66𝑁 ms (𝑅2 ≈ 0.99), remaining below the 16.7 ms budget
at 60 FPS for all tested values of 𝑁 .

Interpretation. Hypothesis 𝐻2 is supported. The efficacy-to-
cost ratio is optimal at 𝑁 = 4, beyond which the marginal gain
in challenge level becomes small relative to the additional
computational cost. This result provides a concrete design
guideline: for the evaluated map topology, four coordinated

Table 4: E2 — Scalability with agent count (flanking mode,
𝑛 = 20)

𝑁 𝑟𝑐 (%) TTC (s) 𝑑min (m) 𝑐 (ms)

1 20 18.5 6.8 4.1
2 45 13.9 5.1 4.7
3 65 10.8 4.0 5.4
4 80 9.2 3.2 6.0
6 90 8.1 2.4 7.4
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Figure 3: E2: capture rate as a function of agent count, showing
monotonic increase with diminishing returns.

agents yield a high challenge level while preserving real-time
performance.

E3: Global vs. Local Alert Propagation

Hypothesis. 𝐻3: instantaneous global alert propagation (Equa-
tion (1)) reduces team convergence time compared to local
alerting, in which only the detecting agent transitions to the
engagement state.

Design. With 𝑁 = 4 and flanking mode enabled, the two
alert propagation policies are compared. Convergence time
is measured from first detection until all agents reach the
engagement radius.

Variables. Independent: alert mode ∈ {Global,Local}. De-
pendent: convergence time 𝑡conv and capture rate 𝑟𝑐 .

Results. Table 5 presents the results. Global propagation re-
duced convergence time from 13.1 s to 6.4 s (𝑡 ≈ 5.8, 𝑝 <
0.001). In the local mode, only 12 of 20 trials achieved full
convergence within the investigation window (8 trials cen-
sored), whereas global mode achieved convergence in all 20
trials. The difference in capture rate (80% vs. 55%) indicates
a favorable trend for global propagation without reaching the
significance threshold (𝜒2 (1) = 2.85, 𝑝 = 0.091).

Table 5: E3 — Global vs. local alert (𝑁 = 4, 𝑛 = 20)

Metric Global Local

Convergence time 𝑡conv 6.4 ± 1.5 s 13.1 ± 3.8 s
Convergent trials 20/20 12/20
Capture rate 𝑟𝑐 80% 55%

Interpretation. Hypothesis 𝐻3 is supported for the primary
metric (convergence time). Global alert propagation is the
critical mechanism for coherent team response; its absence
frequently leads to partial or failed convergence. Global prop-
agation determines how coherent the AI system appears to
the player: with local alerting, agents react individually rather
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than as a coordinated unit, which reduces perceived system
intelligence.

E4: Circular vs. Convergent Investigation
Hypothesis. 𝐻4: distributed circular search (Equation (5)) re-
acquires a hidden intruder more frequently than convergent
search, in which all agents move to the last known position.

Design. Trials in which the player breaks line of sight and
conceals after contact loss are selected. The metric is whether
any agent re-detects the intruder during the investigation win-
dow.

Variables. Independent: search mode ∈ {Circular,Convergent}.
Dependent: re-detection rate 𝑟𝑑 , covered area, and re-
acquisition time.

Results. Table 6 and Figure 4 show that circular search re-
detected the intruder in 70% of trials versus 35% for conver-
gent search (𝜒2 (1) = 4.91, 𝑝 = 0.027), covering more than
twice the area (95 vs. 42 m2) and reducing re-acquisition time.

Table 6: E4 — Circular vs. convergent investigation (𝑁 = 4,
𝑛 = 20)

Metric Circular Convergent

Re-detection rate 𝑟𝑑 70% 35%
Covered area 95 m2 42 m2

Re-acquisition time 4.7 ± 1.6 s 6.9 ± 2.2 s
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Figure 4: E4: re-detection rate by investigation strategy.
Circular search yields a statistically significant increase in

threat persistence (𝑝 = 0.027).

Interpretation. Hypothesis 𝐻4 is supported. Distributed spa-
tial coverage increases the probability of re-acquisition and
maintains threat persistence after the player breaks contact.
With convergent investigation, breaking line of sight effec-
tively ends the engagement, reducing sustained tension.

Summary of Results
Table 7 consolidates the experimental findings across all four
experiments, mapping each coordination mechanism to its
primary interaction quality dimension and measured effect.

Table 7: Summary of experimental results and interaction
quality mapping

Exp. Interaction Key Effect Sig.
dimension metric

E1 Challenge 𝑟𝑐 50→80% 𝑝=0.047
E2 Scalability 𝑟𝑐 20→90% monotonic
E3 Coherence 𝑡conv 13.1→6.4 s 𝑝<0.001
E4 Persistence 𝑟𝑑 35→70% 𝑝=0.027

LIMITATIONS
Single participant. The use of a single participant introduces
potential learning effects across conditions. Trial order was
counterbalanced to mitigate this effect, but generalization to
a broader player population requires replication with multiple
participants.

Single map topology. All experiments were conducted on one
map. Results describe relative differences between conditions
rather than absolute values; generalization to other topologies
requires further evaluation.

Encirclement approximation. The minimum agent–player dis-
tance approximates encirclement but does not account for
obstacle geometry. Agents assigned to slots behind obstacles
may receive unreachable NavMesh destinations, a limitation
inherent to the slot-based approach.

Objective metrics only. This study employs objective behav-
ioral metrics as proxies for interaction quality. Subjective mea-
sures (questionnaires, interviews) would complement these
findings and constitute a direction for future work.

CONCLUSIONS
This paper presented a controlled experimental evaluation
of four multi-agent coordination mechanisms in a 3D stealth
game, examining their individual contributions to user–
system interaction quality. The results (Table 7) support the
following conclusions:

(1) Coordinated flanking is the primary determinant
of interaction challenge (E1): blocking retreat routes
raises the capture rate by 30 percentage points.

(2) Global alert propagation is the critical mechanism
for perceived system coherence (E3): instantaneous
propagation halves convergence time, and its absence
frequently produces failed convergence.

(3) Circular investigation is essential for threat persis-
tence (E4): distributed spatial search doubles the re-
detection rate.

(4) Agent count scalability (E2) exhibits a favorable
efficacy-to-cost ratio with an optimal operating point
at 𝑁 = 4 and approximately linear computational
cost, compatible with real-time execution.

These results lead to three design guidelines for user–system
interaction in stealth games:

• Spatial coordination mechanisms (flanking) have a
larger impact on challenge level than increasing the
number of independently acting agents.
• Information sharing (global alert) is necessary for the

AI system to be perceived as a coherent unit rather
than a collection of individual agents.
• Post-contact search strategies directly modulate threat

persistence and sustained engagement.

Future work. Replication with multiple participants and sub-
jective experience measures (e.g., questionnaires based on
the GameFlow model [14]) would strengthen the mapping
between objective metrics and perceived interaction quality.
Evaluation on multiple map topologies and replacement of
the central coordinator with a decentralized communication
protocol are further directions.
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